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Abstract. Lexicographically minimal and lexicographically maximal
suffixes of a string are fundamental notions of stringology. It is well known
that the lexicographically minimal and maximal suffixes of a given string
S can be computed in linear time and space by constructing a suffix tree
or a suffix array of S. Here we consider the case when S is a substring of
another string T of length n. We propose two linear-space data structures
for T which allow to compute the minimal suffix of S in O(log1+ε n) time
(for any fixed ε > 0) and the maximal suffix of S in O(logn) time. Both
data structures take O(n) time to construct.

1 Introduction

Non-empty lexicographically minimal and lexicographically maximal suf-
fixes of a string are fundamental notions of stringology. Given a string S, a
straightforward way to compute its minimal non-empty and maximal suf-
fixes involves constructing the suffix tree or the suffix array for S. (Both
of the latter capture the lexicographic order of all suffixes of S, see [7].)
This way, the problem can be solved in an optimal linear time.

Now suppose that S is a substring extracted from a longer text T
of length n. Then the information about T can be used to speed up the
computation of the desired suffixes of S. For example, Duval [6] showed
that the minimal non-empty and the maximal suffixes of all prefixes of T
can be found in O(n) time and space. (Note that computing the answers
for each prefix of T separately would take O(n2) time.) Duval’s result was
later generalized to parallel machines by Apostolico and Crochemore [2].
It was shown that the minimal non-empty and the maximal suffixes of all
prefixes of T can be computed on a CRCW PRAM with n processors in
O(log n) time and linear space. In both cases the minimal non-empty and
the maximal suffixes are found as a by-product of Lyndon factorization.

This paper focuses on the RAM model and concerns the problems of
computing the minimal non-empty and the maximal suffixes of an arbi-
trary substring of a given string. Namely, let T be a string of length n. For



any substring T [i..j] of T starting in position i and ending in position j,
we consider the following problems:

1. MinSuf: find the minimal non-empty suffix of T [i..j];
2. MaxSuf: find the maximal suffix of T [i..j].

For any given ε > 0 we propose a data structure that solves MinSuf
within O(log1+ε n) time per query. We also present a data structure to
solve MaxSuf in O(log(j − i+ 1)) = O(log n) time per query. Both data
structures involve linear preprocessing and occupy linear space.

Our results align nicely with a number of related substring problems
that were earlier studied in the literature. In particular, Crochemore et
al [4] and Karhumäki et al [8] concern the problem of computing primitive
periods of substrings of a given string. Kociumaka et al [10] focus on
computing all periods of substrings of a given string.

The paper is organized as follows. Section 2 gives a formal background
and introduces some basic notation and definitions. Section 3 presents
the data structure for solving MinSuf, which is conceptually simpler.
Section 4 addresses MaxSuf. Finally Section 5 discusses the relation
between MinSuf and MaxSuf.

2 Preliminaries

We start by introducing some standard notation and definitions. Let Σ
be a finite ordered non-empty set (called an alphabet). The elements of Σ
are letters.

A finite ordered sequence of letters (possibly empty) is called a string.
Letters in a string are numbered starting from 1, that is, a string T
of length k consists of letters T [1], T [2], . . . , T [k]. The length k of T is
denoted by |T |. For i ≤ j, T [i..j] denotes the substring of T from position
i to position j (inclusively). If i > j, T [i..j] is defined to be the empty
string. Also, if i = 1 or j = |T | then we omit these indices and we write
just T [..j] and T [i..]. Substring T [..j] is called a prefix of T , and T [i..] is
called a suffix of T .

We assume the standard RAM model of computation [1]. Letters are
treated as integers in range {1, . . . , |Σ|}; a pair of letters can be compared
in O(1) time. This lexicographic order on Σ is linear and can be extended
in a standard way to the set of strings in Σ. Namely, T1 ≺ T2 if either (i)
T1 is a prefix of T2; or (ii) there exists 0 ≤ i < min(|T1|, |T2|) such that
T1[..i] = T2[..i], and T1[i+ 1] < T2[i+ 1].

Let Suf be the set of all suffixes of a string T . The suffix array SA of a
string T is a permutation on {1, . . . , |T |} defining the lexicographic order



on Suf . More precisely, SA[r] = i iff the rank of T [i..] in the lexicographic
order on Suf is r. The inverse permutation is denoted by ISA; it reduces
lexicographic comparison of suffixes T [i..] and T [j..] to integer comparison
of their ranks ISA[i] and ISA[j]. For a string T , both SA and ISA occupy
linear space and can be constructed in linear time (see [11] for a survey).

A string T is called periodic with period β if T = βsβ′ for an integer
s ≥ 1 and a (possibly empty) prefix β′ of β. When this leads to no
confusion the length of β will also be called a period of T .

A border of a string T is a string that is both a prefix and a suffix
of T and differs from T . A string T that has no non-empty border is
called border-free. Borders and periods are dual notions; namely, if T has
period β then it has a border of length |T | − |β|, and vice versa (see,
e.g., [5]).

3 Computing Minimal Suffix

Consider a string T of length n. As a warm-up, in this section we show
how to preprocess T so that given its substring T [i..j] we can compute
the lexicographically minimal non-empty suffix of T [i..j] efficiently.

First, build the suffix array SA of T . As indicated in Section 2, SA
occupies O(n) memory and can be built in O(n) time. Then compute ISA
array by inverting SA. We preprocess ISA so as to answer range minimum
queries over it in constant time. The answer to a range minimum query on
ISA[i..j] is the lexicographically minimal suffix among suffixes starting
between positions i through j (inclusively). The preprocessing takes linear
time and space, see e.g. [3].

Using the range minimum data structure on ISA, we can find the
lexicographically minimal suffix T [m..], m ∈ [i, j], among Suf [i, j] :=
{T [i..], T [i + 1..], . . . , T [j..]} in O(1) time. Let T [µ..j] be the requested
lexicographically minimal suffix of T [i..j].

Lemma 1. If T [m..j] is border-free then T [µ..j] = T [m..j]. Other-
wise T [µ..j] is the shortest non-empty border of T [m..j].

Proof. We first show that T [µ..j] is both a prefix and a suffix of T [m..j].
If T [m..j] = T [µ..j] then we are done otherwise T [µ..j] ≺ T [m..j]. By
the definition of the lexicographic order, either (1) T [µ..j] is a prefix of
T [m..j], or (2) there exists ` < min(|T [µ..j]|, |T [m..j]|) such that T [µ..µ+
`] = T [m..m+ `], and T [µ+ `+ 1] < T [m+ `+ 1].

In Case (1) we have m < µ and thus T [µ..j] is a suffix of T [m..j]
as well. Let us show that Case (2) is impossible. Indeed, it follows that



T [µ..] ≺ T [m..], but the lexicographically smallest suffix in Suf [i, j] is
T [m..].

Hence T [µ..j] is both a prefix and a suffix of T [m..j]. If T [m..j] is
border-free then µ = m. Otherwise T [µ..j] is a border of T [m..j]. Suppose
T [µ..j] is not the shortest non-empty border, then there exists a shorter
border β of T [m..j]. By definition β is a prefix of T [m..j] and thus is also
a prefix of T [µ..j]. Therefore β ≺ T [µ..j], which is a contradiction. ut

Summing up these observations, to compute the lexicographically
minimal suffix of T [i..j] it suffices to find the shortest border of T [m..j]
or, equivalently, to find the longest period of T [m..j]. As shown in [10], for
any fixed ε > 0, T can be turned into a data structure of size O(n) capable
of computing, for given (m, j), all periods of T [m..j] in O(log1+ε n) time.
These periods are reported as a set of O(log n) arithmetic progressions.
We scan over these progressions and find the shortest border of T [m..j].

We conclude:

Theorem 1. Given a string T of length n and fixed ε > 0, one can
construct a data structure of size O(n) that enables finding the lexico-
graphically minimal suffix of any substring of T in O(log1+ε n) time.

4 Computing Maximal Suffix

Now we switch to the problem of computing the lexicographically maxi-
mal suffix of a substring. Let T [µ..j] be the desired lexicographically maxi-
mal suffix of T [i..j]. As earlier, let Suf [i, j] := {T [i..], T [i+1..], . . . , T [j..]}.

4.1 Naive Algorithm

The following simple observation is crucial:

Lemma 2. Let P = T [m..j] be a prefix of T [µ..j]. If there are no suffixes
in Suf [i,m − 1] starting with P ; then m = µ. Otherwise, let T [m1..] be
the maximal suffix in Suf [i,m − 1] among those starting with P ; then
P1 = T [m1..j] is another prefix of T [µ..j] obeying |P1| > |P |.

Proof. Suppose that no suffix in Suf [i,m − 1] starts with P . Then µ /∈
[i,m − 1] (as T [µ..] does start with P ) so µ ≥ m. Also µ ≤ m since
|T [µ..j]| ≥ |P |. Hence µ = m and we are done.

Now let T [m1..] be the lexicographically maximal suffix in Suf [i,m−1]
among those starting with P . If m1 = µ then we are done. Otherwise
T [m1..j] ≺ T [µ..j] by the definition of µ. Suppose that P1 = T [m1..j] is



not a prefix of T [µ..j]. Then T [m1..m1+`] = T [µ..µ+`] and T [m1+`+1] <
T [µ+`+1] for some ` with |P | ≤ ` < j−µ+1. Therefore T [m1..] ≺ T [µ..]
and T [m1..] is not the lexicographically largest suffix in Suf [i,m − 1]
starting with P , which is a contradiction. ut

The above lemma leads to the following procedure for computing the
lexicographically maximal suffix of T [i..j]. We maintain a certain prefix
P = T [m..j] of T [µ..j] (initially m = j + 1 so P is empty) and execute
a series of iterations. On each iteration we compute the lexicographically
maximal suffix T [m1..] in Suf [i,m− 1] among those starting with P . We
apply Lemma 2, reset m := m1 and proceed to the next iteration. We call
this transition a jump from m to m1. The iterations terminate when no
suffixes in Suf [i,m− 1] starting with P remain; then the algorithm stops
with P = T [µ..j].

Two issues remain open. First, we need an efficient way to compute
the lexicographically maximal suffix in Suf [i,m−1] among those starting
with a given prefix P . Second, the number of jumps in the above method
can be linear. Indeed, for T = an−1b and its substring T [1..n − 1] the
answer is an−1. However, each iteration increases the length of P by one.
We will address these concerns in the upcoming subsections.

4.2 Data structures

The following data structures are crucial to the success of our approach:
Suffix Array, LCP, and Maximum Ranks: We start by construct-

ing the suffix array SA of T . As indicated in Section 2, this suffix array
uses O(n) space and can be built in O(n) time. Then SA is inverted and
gives rise to the ISA array. We preprocess ISA so as to answer range
maximum queries over it in constant time. The answer to a range max-
imum query on ISA[i..j] is the lexicographically maximal suffix among
suffixes starting between positions i through j. The preprocessing takes
linear time and space, see e.g. [3]. Next, we construct the LCP array of
length (n − 1), where LCP [i] is equal to the length of the longest com-
mon prefix of suffixes T [SA[i]..] and T [SA[i+ 1]..]. As shown in [9], LCP
can be built in linear time as well. Finally, we build a range minimum
query data structure on top of LCP (again using the construction from
[3]). This enables us to find, for every pair of suffixes T [i..] and T [j..], the
length of their longest common prefix (denoted by lcp(i, j)) in O(1) time.

Suffix Array for Reversed Text and LCS : Similar to the above,
we construct the suffix array SAr for the reversed string Tr = T [n]T [n−
1] . . . T [1] and construct the LCS array of length (n− 1), where LCS[i]



is equal to the length of the longest common prefix of suffixes Tr[SAr[i]..]
and Tr[SAr[i+1]..] (i.e. the length of the longest common suffix of T [..n−
SAr[i]+1] and T [..n−SAr[i+1]+1]). As above, we build a range minimum
query data structure on top of LCS. This enables computing, for every
pair of prefixes T [..i] and T [..j], the length of their longest common suffix
(denoted by lcs(i, j)) in O(1) time.

4.3 Improved Algorithm

To achieve the desired running time per query, we improve the above naive
method as follows. As earlier, we maintain a certain current prefix P =
T [m..j] of T [µ..j]. Instead of gradually jumping according to Lemma 2
we perform a series of improved iterations. At each such iteration the
algorithm either finds out that P = T [µ..j] (in which case it stops) or
replaces m by m′ such that P ′ = T [m′..j] is another prefix of T [µ..j]
obeying |P ′| ≥ 3

2 |P |. As we will see, each iteration takes O(1) time.

The following invariants are maintained throughout the algorithm:

(1) (a) P = T [m..j] is a prefix of T [µ..j];

(b) Every suffix in Suf [i,m − 1] that starts with P = T [m..j] is less
than T [m..].

We will describe the structure of the algorithm postponing some tech-
nical proofs until the end of this section.

Startup: Due to invariant (1,b) we cannot start iterations with the
empty prefix. Instead we compute the lexicographically largest suffix
T [m..] in Suf [i, j]. This is done by performing a single range maximum
query on ISA array in O(1) time.

Next we explain how an iteration works.

Iteration: initial jump: The iteration starts by performing a usual
jump from m in accordance to Lemma 2. To this aim, let T [m1..] be the
lexicographically largest suffix among Suf [i,m− 1]. Such a suffix can be
found by executing a range maximum query for ISA array. A somewhat
unexpected fact is that m1 defines the jump destination for m:

Lemma 3. If T [m1..] starts with P then T [m1..] is the lexicographically
largest suffix in Suf [i,m−1] among those starting with P . Otherwise there
is no suffix in Suf [i,m− 1] that starts with P .



Checking if T [m1..] indeed starts with P amounts to validating if
lcp(m1,m) ≥ |P |. If the latter is false then no suffix in Suf [i,m−1] starts
with P , so by Lemma 2 the algorithm terminates with T [m..j] being the
answer.

Now let us assume that T [m1..] is the desired lexicographically maxi-
mal suffix in Suf [i,m− 1] starting with P . From Lemma 2 it follows that
invariant (1,a) holds for m := m1, while invariant (1,b) holds for m := m1

by construction. If |T [m1..j]| ≥ 3
2 |T [m..j]|, the iteration completes with

m′ := m1.

Otherwise the initial jump was a short one. Note that P occurs both
at positions m1 and m and the distance between these two occurrences
is m−m1 <

1
2 |P |. This large overlap implies a certain periodicity:

Lemma 4. β := T [m1..m − 1] is the shortest period of T [m..j], i.e.
T [m..j] = βsβ′ where s ≥ 1 and β′ is a prefix of β; also β is the shortest
string with such a property.

Iteration: fast-forward: Taking the above periodicity into account
the jump procedure can be refined as follows:

Lemma 5. Let T [m..j] = βsβ′, where s ≥ 1, β′ is a prefix of β, and
β is the shortest period. Assume that the jump from m leads to m1 and
T [m1..m − 1] = β. Suppose there is an additional match of β to the left
of T [m1..j] inside T [i..j], i.e. T [m1 − |β|..m1 − 1] = β and m1 − |β| ≥ i.
Then the jump from m1 leads to m1 − |β|.

According to Lemma 5, if a copy of β exists to the left of T [m1..j],
then jumping from m1 one gets into m1 − |β|, etc. This process can be
fast-forwarded; namely, let us match as many copies of β to the left of
T [m1..] (while remaining inside T [i..j]) as possible, i.e. find the minimum
m2 ∈ [i,m1] such that T [m2..m1 − 1] = βt for some t ≥ 0. Then from
repeated application of Lemma 5 it follows that the sequence of jumps
ultimately leads from m1 to m1 − t|β|.

Recall that for positions p, p′ in T we write lcs(p, p′) to denote
the longest common suffix of prefixes T [..p] and T [..p′]. Then t :=⌊
min(lcs(m1 − |β| − 1,m1 − 1),m1 − i)/|β|

⌋
. Since lcs(p, p′) can be com-

puted in constant time by the range minimum data structure, values t
and m2 := m1 − t|β| can be found in constant time.

Iteration: final jump: To finish the iteration we perform a jump
from the position m2 to a position m3 (applying Lemma 3 for m :=
m2, P := T [m2..j] and making a range maximum query to the ISA



array). If there is no matching suffix, the algorithm reports T [m2..] as the
lexicographically maximal suffix and stops. Otherwise we claim that total
increase of prefix length is sufficiently large, i.e. |T [m3..j]| > 3

2 |T [m..j]|.
Indeed, consider the first (s + t + 1)|β| letters of T [m2..] and T [m3..];
both of these two substrings are equal to βs+t+1. Since there is no match
of β to the left of T [m2..j] these substrings must have an overlap of
length less than |β|, for otherwise β has a non-trivial occurrence in β2

and thus β is not the shortest period of T [m..j] (see Lemma 3.2.1 in [7]).
Therefore m3 < m2 − (s + t)|β| ≤ m2 − s|β| ≤ m2 − 1

2 |T [m..j]|, hence
|T [m3..j]| > 3

2 |T [m..j]|, as required.

This completes the description of the algorithm. Summing up, we
obtain the following

Theorem 2. Given a string T of length n, one can construct in O(n)
time a data structure of size O(n) that enables computing the lexicograph-
ically maximal suffix of any substring T [i..j] of T in O(log(j − i+ 1)) =
O(log n) time.

Proof. At each iteration of the algorithm |T [m..j]| increases by at least a
factor of 3

2 . Therefore, the number of iterations is O(log(j− i+ 1)). Since
each of them takes O(1) time, each request in answered in O(log(j−i+1))
time in total. The linearity of needed time and space follows immediately
from the description. ut

4.4 Proof of Lemma 3

Define ` := j−m+1 and consider the substring Q := T [m1..m1+`−1] of
length `. We claim that Q � P . Indeed, if Q � P then since T [µ..j] starts
with P (by invariant (1,a)) it follows that T [m1..j] � T [µ..j], which is
impossible as T [µ..j] is the maximal suffix of T [i..j].

If Q = P then T [m1..] starts with P and is the lexicographically
largest suffix among all in Suf [i,m− 1] (even those not starting with P ),
so the jump from m leads to m1.

Finally let Q ≺ P . Then no suffix in Suf [i,m − 1] can start with P
for otherwise such a suffix would be larger than T [m1..].

ut

4.5 Proof of Lemma 4

We rely on the following well-known facts:



Lemma 6 (see Lemma 3.2.3 in [7]). Given strings α and β, assume
that α occurs in β at positions p and p′, p < p′, 0 < p′ − p < |α|/2. Then
α is periodic with period β[p..p′ − 1].

Lemma 7 (see Lemma 3.2.4 in [7]). If k and k′ are both periods of
a string α obeying k + k′ ≤ |α| then gcd(k, k′) is also a period of α.

Since m−m1 = |T [m1..j]| − |T [m..j]| < 1
2 |T [m..j]|, Lemma 6 implies

(for α := T [m..j] and β := T ) that β = T [m1..m−1] is a period of T [m..j].
It remains to prove that the latter period is the shortest possible.

Observe the following:

Lemma 8. If α � βkα for some strings α, β and integer k ≥ 1, then
βk−1α � βkα.

Proof. Suppose that α ≺ βα. Then prepending both parts of the lat-
ter inequality by multiples of β gives βα ≺ β2α, β2α ≺ β3α, . . . ,
βk−1α ≺ βkα. By transitivity this implies α ≺ βkα, which is a con-
tradiction. Therefore α � βα and consequently βk−1α � βkα. ut

Now we complete the proof of Lemma 4. Let γ be the shortest period
of T [m..j]. Suppose |γ| < |β|. Then |γ| + |β| < 2|β| ≤ |T [m..j]|, and by
Lemma 7 substring T [m..j] has another period gcd(|γ|, |β|). Since γ is the
shortest period, |β| must be a multiple of |γ|, i.e., β = γk for some k ≥ 2.

By invariant (1,b) we have T [m..] � T [m1..] = γkT [m..]. Now from
Lemma 8 it follows that T [m1+ |γ|..] = γk−1T [m..] � γkT [m..] = T [m1..].
Therefore T [m1+ |γ|..], which starts with T [m..j], is greater than T [m1..].
This contradicts invariant (1,b). ut

4.6 Proof of Lemma 5

Clearly T [m1 − |β|..] = βs+2β′ starts with T [m1..j] = βs+1β′. It remains
to prove that this is the lexicographically largest suffix in Suf [i,m1 − 1]
with the given prefix. Assume the contrary, i.e. T [x..] starts with βs+1β′,
x ∈ [i,m1−1] and T [x..] � T [m1−|β|..]. Note that x 6= m1−|β| (otherwise
one would get the equality). Also x > m1−|β| is impossible (otherwise β
would have a non-trivial occurrence within β2, which is impossible due to
its minimality). Therefore x ∈ [i,m1− |β| − 1]. Define y := x+ |β|, notice
that y ∈ [i,m1 − 1], and consider the suffix T [y..]. Since both T [x..] and
T [m1 − |β|..] start with βs+1β′ and T [x..] � T [m1 − |β|..] it follows that
both T [y..] and T [m1..] start with βsβ′ = T [m..j] and T [y..] � T [m1..].
The latter contradicts the choice of m1. ut



5 Conclusions

We showed that a string T of length n can be preprocessed in linear time
into a data structure that takes linear space and solves MinSuf within
O(log1+ε n) time per query and MaxSuf within O(log n) time per query.

One may wonder if the algorithm for MaxSuf presented in Subsec-
tion 4.3 generalizes to MinSuf. Indeed, suppose we are asked to compute
the minimal suffix of T [i..j]. The first step would be to compute the mini-
mal suffix T [m..] among Suf [i..j]. Now suppose that T [m..j] has no proper
borders, then by Lemma 1 the latter substring is the answer. Otherwise
let T [k..j] be any (non necessarily minimal) non-empty border of T [m..j].
Then if |T [k..j]| < 1

2 |T [m..j]| we can reset m := k and continue (achieving
a noticeable reduction of length). Otherwise T [k..j] and T [m..j] have a
large overlap implying that T [m..j] is periodic. Now we can reset T [m..j]
to its period and again achieve a significant length reduction.

A closer look, however, immediately reveals an obstacle. The above
method is correct and solves MinSuf in O(log n) time per query but
requires a subroutine for finding an arbitrary non-empty border of a given
substring in O(1) time. In case of MaxSuf we used simple range queries
to perform such a lookup; namely we were looking for a maximal suffix in
Suf [i..m− 1] among those starting with T [m..j]. This approach does not
seem to apply to MinSuf. Indeed, what we need is a shorter string, so it
is not clear what suffixes in Suf [m + 1..j] to consider. Also just picking
the minimal suffix T [k..] among Suf [m + 1..j] we may end up having a
substring T [k..j] that is not a border of T [m..j].

Another (more conceptual) way of explaining the difference between
MinSuf and MaxSuf if to say that in MaxSuf we are approximating
the answer from below and extend the current candidate on each iteration.
This helps us to guide the search by fixing a prefix of the new candidate.
On the other hand, in MinSuf we are approximating the answer from
above and have no obvious way of narrowing down the search.

Soon after submitting the paper to CPM 2013 we found a way to
overcome the above issues. After a suitable linear-time preprocessing, the
new algorithm solves MinSuf in O(log(j − i + 1)) = O(log n) time per
query and does not rely on any sophisticated data structures for finding
periodicities. This algorithm, however, is rather complicated so we decided
to postpone it until the full version of the paper.
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